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Abstract. This work presents PerDeque, the first
specialized persistent double-ended queue for set-
tings with Non-Volatile Memory (NVM). Our im-
plementation persists data in NVM to support re-
covery of the deque’s state after system crashes. Ex-
periments show that PerDeque does not pay any sig-
nificant persistence overhead in most cases. It also
exhibits good performance and is highly scalable.

Introduction. A vast amount of research work has
focused on the design of fundamental concurrent
data structures, such as stacks and queues. Such
data structures are used in many settings, including
OS kernels, memory management, synchronization,
scheduling, load balancing, and resource sharing. A
double-ended queue (deque) is a more complex data
structure that supports enqueue and dequeue oper-
ations on both its endpoints, thus providing more
general functionality than a stack or a queue. De-
ques have additional applications; they are used to
build undo-redo buffers, to store browsers’ histories,
they are employed by work-stealing algorithms, etc.

In this paper, we present an implementation of a
persistent concurrent deque for systems with Non-
Volatile Memory (NVM). A persistent data struc-
ture can recover its state after a system crash. It
does so by persisting (in NVM) a subset of the up-
dates it performs on its shared data during an ex-
ecution, and by providing a recovery function for
recovering the state of the data structure after a
crash. We propose a persistent deque implementa-
tion, called PerDeque. To the best of our knowledge,
this is the first specialized persistent deque that is
proposed in the literature. However, there are a lot
of general techniques (see e.g., [1, 2, 3, 4, 5, 7]) that
can be used to implement any persistent concurrent
data structure, albeit not without significant cost.

Implementing concurrent data structures is chal-
lenging on its own. When persistence should also
be supported, the difficulty increases further. The
main challenge is to ensure that the time spent to
persist data (and their updates) in NVM (i.e., the
implementation’s persistence overhead) does not re-
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sult in big performance penalties. To achieve this,
the implementation should be designed to respect
a number of persistence principles [1, 4] crucial for
performance. The number of persistence instruc-
tions (that are executed to persist data in NVM)
should be kept as low as possible and persistence
instructions on highly contended shared variables
should be avoided. Our implementation has been
designed to respect these principles, thus it has low
persistence overhead and good performance.

Overview of the PerDeque Algorithm. PerD-
eque utilizes a doubly-linked list L of nodes and two
instances of a state-of-the-art persistent combining
protocol [4], called PBComb, which is used to syn-
chronize requests at each list endpoint. Combining
employs a request queue to store the synchroniza-
tion requests of threads. After announcing its re-
quest in the queue, a thread tries to acquire a lock.
The lock winner (the combiner) serves in addition
to its own request active requests of other threads.
Other threads perform local spinning until either
their requests have been served by the combiner or
the lock is released. The combining approach of
PerDeque ensures that at most a single thread op-
erates at each endpoint of the queue at any time.

PerDeque employs a single-sentinel node, placed
in the ”middle” of the list. Two pointers, LeftTail
and RightTail are used, which initally point to the
sentinel node. The combiner of each side can only
enqueue or dequeue nodes strictly on its own side of
the sentinel. PerDeque employs elimination at each
endpoint. Thus, all operations to be executed by
a combiner at the same endpoint, are of one kind
(either all enqueues or all dequeues). This is crucial
in the design of the algorithm.

To execute an EnqueueLeft operation, the cur-
rent left combiner appends the new node as the last
node at the left endpoint of L (thus on the left of
the sentinel node). The right combiner acts simi-
larly but at the right endpoint. Thus, no synchro-
nization is needed between the two combiners, while
performing enqueue operations. When a combiner
executes a deque operation, it attempts to dequeue
the last node at its side of the list. If the combiner
reaches the sentinel node, it is not allowed to move
forward bypassing it.
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Figure 1: PerDeque-NoPer vs PerDeque

Aparently, no synchronization is needed between
two combiners executing dequeues, provided that
there are enough nodes to be dequeued by each of
them on each side of the sentinel node. However,
when the nodes on e.g., the left side of the sentinel
node are not enough, synchronization is needed.
Note that when the combiner cannot simply return
EMPTY in this case, as the deque may have elements
on the other side. The solution we explored involves
the combiner that came across an empty dequeue
operation asking the other combiner to serve its re-
quest. When a combiner comes across a request
by another combiner, instead of executing a regular
dequeue, it dequeues an element from the sentinel
side instead of its endpoint. This way, combiners
help each other. This cooperation goes both ways.

Evaluation. We used a 48-core machine consist-
ing of 2 Intel Xeon Gold 5318Y processors with 24
cores each. The machine supports hyperthreading,
with 2 virtual cores per physical core (running 96
threads in total). It is equipped with a 128GB Intel
Optane 200 Series Persistent Memory (DCPMM)
and the system is configured in AppDirect mode.
We use the 1.9.2 version of the Persistent Memory
Development Kit [6], which provides the pwb and
psync persistency instructions.

In Figure 1, we explore the persistence overhead
of PerDeque by comparing its throughput (i.e., the
number of operations it executes per second) to that
of PerDeque-NoPer in which no persistence instruc-
tion is executed. PerDeque-NoPer is a conventional
concurrent deque implementation for systems with
no NVM. We see that PerDeque is only about 20%
slower than its non-persistent version. This shows
that the persistence overhead of PerDeque is low.
This is because PerDeque has been optimized to re-
spect many persistence principles [4] that are crucial
for performance. Specifically, it performs very few
persistence instructions, avoiding persisting heavily
contended shared variables.

In Figure 2, we study the performance of PerD-
eque, when used solely as a stack, comparing it
with that of PBStack, the state-of-the-art persis-
tent stack implementation [4]. The figure shows

Figure 2: PerDeque as stack - Random.

that PerDeque outperforms PBStack by up to 20%
although it is a more complex data structure that
supports enhanced functionality compared to stack.
Conclusion. We presented a persistent double-
ended queue which has low persistence overhead
and exhibits good performance in many cases.
When it is used as a stack, PerDeque has almost as
good performance as the state-of-the-art persistent
stack despite the enhanced functionality it provides.

We are currently working to come up with a vari-
ant of PerDeque which will ensure good performance
when it is also used as a queue. The current version
of PerDeque does not perform well when it is used
as a queue. If one combiner (e.g., the left) performs
only dequeues, whereas the other performs only en-
queues, there is never any element to the left of the
sentinel. Then, the left combiner will constantly
post its dequeue requests to the right combiner, re-
sulting in the slowest path that PerDeque can take.

Another interesting direction is the incorporation
of our algorithm in an actual application to study
its behavior in practice.
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