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Abstract—The goal of functional error correction is to preserve
neural network performance when stored network weights are
corrupted by noise. To achieve this goal, a selective protection
(SP) scheme was proposed to optimally protect the functionally
important bits in binary weight representations in a layer-
dependent manner. Although it showed its effectiveness in image
classification tasks on some relatively simple networks such as
ResNet-18 and VGG-16, it becomes inadequate for emerging
complex machine learning tasks generated from natural language
processing and vision-language association domains. To solve this
problem, we extend the SP scheme in three directions: task com-
plexity, model complexity, and storage complexity. Extensions to
complex natural language and vision-language tasks include text
categorization and “zero-shot” textual classification of images.
Extensions to more complex models with deeper block structures
and attention mechanisms consist of Very Deep Convolutional
Neural Network (VDCNN) and Contrastive Language-Image
Pre-Training (CLIP) networks. Extensions to more complex
storage configurations focus on distributed storage architectures
to support model parallelism. Experimental results show that the
optimized SP scheme preserves network performance in all of
these settings. The results also provide insights into redundancy-
performance trade-offs, generalizability of SP across datasets and
tasks, and robustness of partitioned network architectures.

I. INTRODUCTION

When a neural network is trained, its weights need to be
stored in a memory device. Noise such as retention errors
in such devices can accumulate over time, which degrades
the performance of the neural network (e.g., a reduced clas-
sification accuracy). To mitigate these errors, it’s crucial to
protect the neural network weights using error correction
codes. Designing an optimal error correction scheme for neural
networks presents several challenges. Modern neural networks
often have millions of parameters, which causes an extensive
redundancy overhead for error corrections. The relationship
between a neural network’s weights and performance is highly
complex, further increasing the difficulties for the design [1].

The Selective Protection (SP) scheme proposed in [2]
achieved an effective trade-off between redundancy and per-
formance in VGG-16 [3] and ResNet-18 [4] neural networks
trained for image classification tasks. The SP scheme lever-
ages deep reinforcement learning (DRL), utilizing the Deep
Deterministic Policy Gradient (DDPG) algorithm to learn the
optimal policy which identifies a subset of important bits in
each layer for protection using an error correcting code (ECC).
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However, the network architectures of VGG-16 and ResNet-
18 are relatively simple, with a limited number of trainable
parameters compared with state-of-the-art networks, and more
complex machine learning tasks have arisen in the natural
language processing and vision-language association domains.

In this paper, we extend the SP paradigm to handle in-
creased problem complexity in three directions: task complex-
ity, model complexity, and storage complexity. Increased task
complexity arises from the trend from simple image classifica-
tion tasks to language-related tasks such as text classification
and vision-language tasks such as “zero-shot” generation of
textual descriptions of images. Increased model complexity
stems from the trend toward more complex models, such
as models with self-defined block structures and attention-
based LLMs. Storage complexity is an outgrowth of the trend
toward model partitioning across multiple storage devices with
possibly different reliability. Specifically, we generalize the
SP scheme to text classification on VDCNNs (Very Deep
Convolutional Neural Networks) [5] and “zero-shot” textual
classification images on CLIP (Contrastive Language-Image
Pre-Training) [6] networks. To handle the more complex
models, we modify the DRL algorithm to support different
types of network layers. For the CLIP networks, we also
extend SP to the scenario where the text encoder and vision
encoder are stored on separate devices.

II. SELECTIVE PROTECTION SCHEME BY DEEP
REINFORCEMENT LEARNING WITH OPTIMIZATIONS

A. Selective Protection Scheme

Suppose a neural network has N layers with trainable
weights. Let ¢ denote the ¢th layer L; with trainable weights
W;, and let m represents the number of bits used to represent
every weights W;. The SP scheme selects a bit-mask vector

M; = (13,05 fi15 s Phiym—1) € {0,1}™ (D

for each layer L,;. For j = 0,1,...,m — 1, if pu; ; = 1, we will
protect the jth position for each weight in W;.

The SP scheme aims to achieve the best neural network
performance while maintaining a low redundancy. Assume we
use a (n, k) linear code as ECC, where n is the codeword
length and & is the number of information bits. The redundancy



r is defined as the number of parity-check bits divided by the
total bits used to represent the weights:
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where k., represents the number of bits protected by the
ECC, and kyotq; represents the total number of bits.

Assume a network with N layers, we have kiprqp =
m Yo (Wil and kpro = 32010 (Wil 275" iy Then, the
redundancy of the SP scheme is:
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B. Optimizations

In [2], the authors only protect the linear layer and convo-
lutional layer for VGG-16 and ResNet-18. The SP scheme
should protect all the layers with trainable weights, and it
needs to protect other types of layers in the future. So we
developed a script that can detect all types of layers if
those layers have trainable weights. After the SP scheme
gets those layer types, the parameters will be set accordingly.
In this work, we consider four kinds of layers: linear layer,
convolutional layer, batch normalization layer, and embedding
layer.

C. Distributed Weights of Networks

In the distributed scenario, we consider different devices
with varying BERs, each storing different layers. For i =
1,2,...,N, let L; denote the ith layer, and W, denotes the
weights of layer L;. For t = 1,2,...,T, we have T devices
Dy, Do, ..., Dp. Let 51,55, ..., ST denote the index of the first
layer in each device. Then a device D with a set of layers can
be represented as:

Dt = {Lst7LSt+17“'7LSt+1fl}' (4)

Suppose f is a function that takes weights W and BER p
to generate the noisy weights for correction. Then the noisy
weights W; of the ith layer L; after applying BER p; are
defined as

W; = f(Wi,ps) if L; € Dy. (5)

III. EXPERIMENTAL RESULTS
A. Redundancy-performance trade-off

Figure 1 shows the redundancy-performance trade-off for
ideal ECC and BCH code on VDCNN with floating-point rep-
resentation. The SP scheme outperforms the baseline method
in all cases at the same redundancy levels. In Figure la when
we use the ideal ECC for decoding, the Bit M ask method can
protect the weights of VDCNN only given the redundancy at
0.008, compared with the redundancy of the baseline method
at 0.021. The Topbits can protect the weights when the
redundancy is 0.019, which is also better than the baseline
method. In Figure 1b when we use BCH code, the BitMask
can protect the weights given redundancy at 0.020, compared
with the redundancy of the baseline method at 0.055. The
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Fig. 1: VDCNN redundancy-performance trade-off using
floating-point representation.

Topbits also performs better by protecting the majority of
weights when we give a small redundancy of 0.047.

The redundancy-performance trade-off of CLIP is shown
in Figure 2. The SP scheme also outperforms the baseline
method given the same redundancy constraint. When we use
the fixed-point representation and Ideal ECC for decoding as
in Figure 2c, the Topbits can protect the weights of CLIP
with the redundancy at 0.043, compared with the redundancy
of the baseline method at 0.076. The BitM ask can protect a
majority of weights when the redundancy is 0.054, which is
still better than the baseline method.
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(b) Floating-point BCH code.
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Fig. 2: CLIP redundancy-performance trade-off using different
representations and codes.
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