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Need answers quickly and on bigger data
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Data nearly doubles every two years (2013-25)

Data growth

G
lo

ba
l d

at
as

ph
er

e 
(z

et
ta

by
te

s)

Time to result (seconds)

Va
lu

e 
of

 a
na

ly
ze

d 
da

ta
 ($

)

10-2 104 106102100

Projected

Source: IDC Data Age 2025 study, sponsored by Seagate, Nov 2018 

0.3 1 3 5 9 12 15 19
25

33 41
50

63

80

100

130

175

0

20

40

60

80

100

120

140

160

180

2005 2010 2015 2020 2025

Historical

2



Record

What’s driving the data explosion?

Electronic record of event
Ex: banking
Mediated by people
Structured data
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Record Engage

What’s driving the data explosion?

Electronic record of event Interactive apps for humans
Ex: banking Ex: social media
Mediated by people Interactive
Structured data Unstructured data
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Record Engage Act

What’s driving the data explosion?

Electronic record of event Interactive apps for humans Machines making decisions
Ex: banking Ex: social media Ex: smart and self-driving cars
Mediated by people Interactive Real time, low latency
Structured data Unstructured data Structured and unstructured data
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More data sources and more data 
Record

40 petabytes
200B rows of recent 

transactions for Walmart’s 
analytic database (2017)

Engage

4 petabytes a day
Posted daily by Facebook’s       

2 billion users (2017)

2MB per active user

Act

40,000 petabytes a day*
4TB daily per self-driving car
10M connected cars by 2020

Front camera
20MB / sec Front ultrasonic sensors

10kB / sec
Infrared camera

20MB / sec

Side ultrasonic 
sensors

100kB / sec

Front, rear and 
top-view cameras

40MB / sec

Rear ultrasonic 
cameras

100kB / secRear radar sensors
100kB / sec

Crash sensors
100kB / sec

Front radar 
sensors

100kB / sec

* Driver assistance systems only
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The New Normal: system balance isn’t keeping up

+14.2%/year
2x / 5.2 years

+24.5%/year
2x / 3.2 years

J. McCalpin, “Memory Bandwidth and System Balance in HPC Systems,” Invited talk at SC16, 2016. 
http://sites.utexas.edu/jdm4372/2016/11/22/sc16-invited-talk-memory-bandwidth-and-system-balance-in-hpc-systems/

Processors are becoming increasingly imbalanced with respect to data motion

©Copyright 2019 Hewlett Packard Enterprise Company 
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Traditional vs. Memory-Driven Computing architecture

8

Today’s architecture
is constrained by the CPU

DDR

Ethernet

PCI

If you exceed what can be connected 
to one CPU, you need another CPU

Memory-Driven Computing:
Mix and match at the speed of memory

SATA
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Outline

– Overview: Memory-Driven Computing
– Memory-Driven Computing enablers
– Initial experiences with Memory-Driven Computing

– The Machine
– How Memory-Driven Computing benefits applications
– Fabric-aware data management and programming models

– Memory-Driven Computing challenges for the NVMW community 
– Summary
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Memory-Driven Computing 
enablers
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Memory + storage hierarchy technologies
LATENCY

SRAM 
(caches)

DDR
DRAM

DISKs

On-
package
DRAM

NVM

ms

MBs 10-100GBs 1-10TBs 10-100TBs

1-10ns

50-100ns

1-10µs

50ns

+ Massive b/w

1TBs

200ns-1µs

CAPACITY

Two new 
entries!
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Non-volatile memory (NVM)

– Persistently stores data
– Access latencies comparable to DRAM
– Byte addressable (load/store) rather than block addressable (read/write)
– Some NVM technologies more energy efficient and denser than DRAM

Resistive RAM
(Memristor)

3D Flash

Phase-Change Memory

Spin-Transfer Torque 
MRAM

ns μs

Latency

Source: Haris Volos, et al. "Aerie: Flexible File-System Interfaces to 
Storage-Class Memory," Proc. EuroSys 2014. 
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Scalable optical interconnects

– Optical interconnects
– Ex: Vertical Cavity Surface Emitting Lasers (VCSELs) 
– 4 λ Coarse Wavelength Division Multiplexing (CWDM)
– 100Gbps/fiber; 1.2Tbps with 12 fibers
– Order of magnitude lower power and cost (target)

– High-radix switches enable low-diameter network 
topologies

Source: J. H. Ahn, et al., “HyperX: topology, routing, and 
packaging of efficient large-scale networks,” Proc. SC, 2009.

©Copyright 2019 Hewlett Packard Enterprise Company 

VCSEL 
optics

HyperX
topology

λ1, λ2, λ3, λ4Relay Mirrors

λ1
ASIC

Substrate

λ2 λ3 λ4

CWDM filters
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Heterogeneous compute: accelerators

14

GPUs
Data parallel calculations

Deep Learning Accelerators
ASIC-like flexible performance

– Data-flow inspired, systolic, spatial
– Cost optimized
– Example: Google’s TPU, FPGAs

– Optimized for throughput
– High-bandwidth memory
– Example: Nvidia, AMD

CPU extensions
ISA-level acceleration

– Vector and matrix extensions
– Reduced precision
– Example: ARM SVE2

©Copyright 2019 Hewlett Packard Enterprise Company 



Gen-Z: open systems interconnect standard
http://www.genzconsortium.org
– Open standard for memory-semantic interconnect

– Memory semantics
– All communication as memory operations (load/store, 

put/get, atomics)

– High performance
– Tens to hundreds GB/s bandwidth
– Sub-microsecond load-to-use memory latency

– Scalable from IoT to exascale

– Spec available for public download

©Copyright 2019 Hewlett Packard Enterprise Company 15

Open Standard

CPUs Accelerators

Dedicated or shared 
fabric-attached memory I/O

FPGA
GPU

SoC ASICNEURO
Memory

Memory

Network Storage

Direct Attach, Switched, or Fabric Topology

NVM NVM NVM

SoC

Memory

http://www.genzconsortium.org/


Consortium with broad industry support

16

Consortium Members (65)
System OEM CPU/Accel Mem/Storage Silicon IP Connect Software
Cisco AMD Everspin Broadcom Avery Aces Redhat
Cray Arm Micron IDT Cadence AMP VMware
Dell EMC IBM Samsung Marvell Intelliprop FIT
H3C Qualcomm Seagate Mellanox Mentor Genesis Govt/Univ
Hitachi Xilinx SK Hynix Microsemi Mobiveil Jess Link ETRI

HP Smart Modular Sony Semi PLDA Lotes Oak Ridge

HPE Spintransfer Synopsys Luxshare Simula

Huawei Toshiba Molex UNH

Lenovo WD Samtec Yonsei U

NetApp Senko ITT Madras

Nokia Tech Svc Provider Eco/Test TE
Yadro Google Allion Labs 3M

Microsoft Keysight

Node Haven Teledyne LeCroy

©Copyright 2019 Hewlett Packard Enterprise Company 



Gen-Z enables composability and “right-sized” solutions

– Logical systems composed of physical components
– Or subparts or subregions of components (e.g. 

memory/storage)

– Logical systems match exact workload requirements 
– No stranded, overprovisioned resources

– Facilitates data-centric computing via shared memory 
– Eliminates data movement

©Copyright 2019 Hewlett Packard Enterprise Company 17



Spectrum of sharing

Exclusive data Shared data
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Composable systems
• FAM allocated at 

boot time
• Per-node exclusive 

access

• Reallocation of 
memory permits 
efficient failover

• Uses: scale out 
composable 
infrastructure, SW-
defined storage

Coarse-grained data 
sharing
• Single exclusive 

writer at a time
• “Owner” may 

change over time

• Uses: sharing data 
by reference, 
producer/consumer, 
memory-based 
communication

Fine-grained data 
sharing
• Concurrent sharing 

by multiple nodes
• Requires 

mechanism for 
concurrency control

• Uses: fine-grained 
data sharing, multi-
user data structures, 
memory-based 
coordination

©Copyright 2019 Hewlett Packard Enterprise Company 



Initial experiences with 
Memory-Driven Computing
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Fabric-attached memory (FAM) architecture

– Byte-addressable non-volatile memory accessible via memory 
operations

– High capacity disaggregated memory pool
– Fabric-attached memory pool is accessible by all compute resources
– Low diameter networks provide near-uniform low latency

– Local volatile memory provides lower latency, high performance tier

– Software
– Memory-speed persistence
– Direct, unmediated access to all fabric-attached memory across the 

memory fabric
– Concurrent accesses and data sharing by compute nodes
– Single compute node hardware cache coherence domains
– Separate fault domains for compute nodes and fabric-attached memory

©Copyright 2019 Hewlett Packard Enterprise Company 

Local DRAM

Local DRAM

Local DRAM

Local DRAM

SoC

SoC

SoC

SoC

NVM

NVM

NVM

NVM

Fabric-
Attached 

Memory Pool

C
om

m
un

ic
at

io
ns

 a
nd

 m
em

or
y 

fa
br

ic

N
et

w
or

k

20



HPE introduces the world’s largest single-memory computer
Prototype contains 160 terabytes of fabric-attached memory

21

– The Machine prototype (May 2017)

– 160 TB of fabric-attached, shared memory 

– 40 SoC compute nodes
– ARM-based SoC
– 256 GB node-local memory
– Optimized Linux-based operating system

– High-performance fabric
– Photonics/optical communication links with 

electrical-to-optical transceiver modules
– Protocols are early version of Gen-Z

– Software stack designed to take advantage of 
abundant fabric-attached memory

©Copyright 2019 Hewlett Packard Enterprise Company

https://www.nextplatform.com/2017/01/09/hpe-powers-machine-architecture/



Applications
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Memory-Driven Computing benefits applications

Memory is large

Memory is persistent

In-memory 
communication

Easier load 
balancing, 

failover

In-memory 
indexes

Simultaneously 
explore multiple 

alternatives

No storage overheads

Fast checkpointing, 
verification

No explicit data loading

Pre-compute 
analyses

In-situ analytics

Memory is shared
noncoherently over fabric

Unpartitioned 
datasets

©Copyright 2019 Hewlett Packard Enterprise Company 23



Performance possible with Memory-Driven programming

24

In-memory analytics

15x
faster

Genome
comparison

100x
faster

Financial models

10,000x
faster

Large-scale
graph inference

100x
faster

New algorithms Completely rethinkModify existing 
frameworks

©Copyright 2019 Hewlett Packard Enterprise Company 



Large in-memory processing for Spark
Spark with Superdome X

Our approach:

– In-memory data shuffle

– Off-heap memory management
– Reduce garbage collection overhead
– Exploit large NVM pool for data caching of   

per-iteration data sets

– Use case: predictive analytics using GraphX

– Superdome X: 240 cores, 12 TB DRAM
Dataset 2: synthetic
1.7 billion nodes
11.4 billion edges

Spark for The Machine: 300 sec
Spark: does not complete

Dataset 1: web graph
101 million nodes
1.7 billion edges

Spark for 
The Machine

Spark

201 sec

13 sec

15X
faster

M. Kim, J. Li, H. Volos, M. Marwah, A. Ulanov, K. Keeton, J. Tucek, 
L. Cherkasova, L. Xu, P. Fermando, “Sparkle: optimizing Spark for 
large memory machines and analytics,” Proc. SOCC, 2017. 
https://github.com/HewlettPackard/sparkle
https://github:com/HewlettPackard/sandpiper

©Copyright 2019 Hewlett Packard Enterprise Company 25
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Memory-Driven Monte Carlo (MC) simulations

Step 1: Create a parametric model y = f(x1,…,xk)
Step 2: Generate a set of random inputs
Step 3: Evaluate the model and store the results
Step 4: Repeat steps 2 and 3 many times
Step 5: Analyze the results

Traditional Memory-Driven
Replace steps 2 and 3 with look-ups, transformations 
• Pre-compute representative simulations and store 

in memory
• Use transformations of stored simulations instead 

of computing new simulations from scratch

Model Results
Generate/
Evaluate/

Store

Many times

Model ResultsLook-ups/ 
Transform

©Copyright 2019 Hewlett Packard Enterprise Company 26



Experimental comparison: Memory-driven MC vs. traditional MC
Speed of option pricing and portfolio risk management

27

Option pricing
Double-no-Touch Option 
with 200 correlated 
underlying assets 
Time horizon (10 days)

Value-at-Risk
Portfolio of 10000 products 
with 500 correlated 
underlying assets
Time horizon (14 days)

1

10

100

1000

10000

100000

1000000

10000000

Option Pricing Value-at-Risk

Valuation time (milliseconds)

Traditional MC Memory-Driven MC

~10200X~1900X

24 min

0.7 s

1 h
42 min

0.6 s
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Data management and 
programming models
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Memory-oriented distributed computing

– Goal: investigate how to exploit fabric-attached memory to improve system software

– Key idea: global state maintained as shared (persistent) data structures in fabric-attached memory (FAM) 
– Visible to all participating processes (regardless of compute node)
– Maintained using loads, stores, atomics and other one-sided data operations 

– Benefits
– More efficient data access and sharing: no message and de/serialization overheads
– Better load balancing and more robust performance for skewed workloads: all participants can serve and analyze any 

part of the dataset 
– Improved fault tolerance and failure recovery: persistent state in FAM survives compute failures, so another 

participant can take over for failed one
– Simplified coordination between processes: FAM provides common view of global state

©Copyright 2019 Hewlett Packard Enterprise Company 29



Managing fabric-attached memory allocations

Challenges

– Scalably managing allocations across large FAM pool (tens of petabytes)

– Transparently allocating, accessing and reclaiming FAM across multiple processes running on different 
compute nodes

Our approach

– Two-level memory management to handle large FAM capacities and provide scalability
– Regions are (large) sections of FAM with specific characteristics (e.g., persistence, redundancy)
– Data items are fine-grained allocations within a region

– Regions and data items are named and have associated permissions

30©Copyright 2019 Hewlett Packard Enterprise Company 

Region

Data items



Region allocator
Librarian and Librarian File System

©Copyright 2019 Hewlett Packard Enterprise Company 31

Librarian

Fabric-attached memory

“Books” -- Allocation Units (8GB)

“Shelves” -- Logical Allocations

Librarian File System

Filesystem Key-value store Application framework

Open source code: https://github.com/FabricAttachedMemory/tm-librarian

https://github.com/FabricAttachedMemory/tm-librarian


Data item allocator
Non-volatile Memory Manager (NVMM)

– Memory access abstractions
– Region APIs for direct memory map access of coarse-

grained allocations
– Heap APIs to allocate/free fine-grained data items

– Heap APIs allow any process from any node to 
allocate and free globally shared FAM transparently

– Portable addressing across nodes
– Global address space: {shelf ID, shelf offset}
– Opaque pointers use base + offset

32

Librarian File System (LFS)

Pool 1

Key Value Store

Shelf 5

Pool 2

Shelf 10 Shelf 19

Alloc/Free

Heap

Internal bookkeeping Indexes

Mmap

Region

...

NVMM

©Copyright 2019 Hewlett Packard Enterprise Company 

Open source code: https://github.com/HewlettPackard/gull

https://github.com/HewlettPackard/gull


Concurrently accessing shared data

Challenges

– Enabling concurrent accesses from multiple nodes to shared data in FAM

– Avoiding issues of traditional lock-based schemes (deadlocks, low concurrency, priority inversion and low 
availability under failures)

Our approach

– Concurrent lock-free data structures
– All modifications done using non-overwrite storage
– Atomic operations (e.g., compare-and-swap) move data structure from one consistent state to another consistent 

state
– Benefits: offer robust performance under failures

©Copyright 2019 Hewlett Packard Enterprise Company 33



Concurrent lock-free data structures

– Example: radix trees 
– Ordered data structure: sorted keys support range 

(multi-key) lookups
– “Compress” common prefixes to improve space 

efficiency (also known as compact prefix tries)
– Atomic operations used to insert or delete key and 

leave tree in consistent state

– Library of lock-free data structures
– Radix tree, hash table, and more

34©Copyright 2019 Hewlett Packard Enterprise Company 
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Open source software: https://github.com/HewlettPackard/meadowlark

https://github.com/HewlettPackard/meadowlark


Case study: FAM-aware key value store

– Key-Value Store (KVS) API
– Put (key, value)
– Get (key) -> value
– Delete (key)

– Exploit globally-shared disaggregated memory
– Any process on any node can access any key-value pair
– Support concurrent read and concurrent write (CRCW)

– KVS design
– Store data in FAM using shared lock-free radix tree as 

persistent index 
– Cache hot data in node-local DRAM for faster access 
– Use version numbers to guarantee DRAM cache 

consistency

35©Copyright 2019 Hewlett Packard Enterprise Company 
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Data stored in fabric-
attached memory



Key value store comparison alternatives
Partitioned Shared

©Copyright 2019 Hewlett Packard Enterprise Company 36
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Key value store comparison alternatives
Hybrid Shared

©Copyright 2019 Hewlett Packard Enterprise Company 37
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Improved load balancing

– Experimental setup
– Platform: HPE Superdome X (240 cores, 16 NUMA 

nodes, 12TB DRAM)
– FAM emulation: bind tmpfs instance to NUMA node 

and inject delays in software (Quartz)
– Emulated FAM latencies: 400ns, 1000ns

– Simulated environment: 8 server nodes (8 sockets), 4 
client nodes (4 sockets), FAM (1 socket)

– Workload: YCSB B (95% reads) and C (100% 
reads), Zipfian requests over 50M 32B key, 1024B 
value pairs 

– Comparison points: 
– Partitioned: one node exclusively owns each partition
– Hybrid 8-p-n: n nodes share p partitions
– Shared: our approach, 8 nodes share one partition

©Copyright 2019 Hewlett Packard Enterprise Company 38

– Shared KVS outperforms partitioned KVS

– Shared approach balances load among server 
nodes



Improved fault tolerance
– Experiment: simulated server failure at 180s
– Comparison points: 

– Shared: failure to 1 of 8 nodes sharing single partition
– Hybrid cold (8-4-2): failure to 1 of 2 cold partition servers
– Hybrid hot (8-4-2): failure to 1 of 2 hot partition servers

– Shared: 
– Throughput drops due to failed requests at killed node
– Recovers to aggregate throughput of remaining servers

– Hybrid cold:
– Considerably lower throughput than Shared
– Little effect on post-failure behavior: request rate to 

partition’s remaining replica is low

– Hybrid hot:
– Significant performance drop post-failure
– High request rate to popular keys on failed server now 

served by single replica

©Copyright 2019 Hewlett Packard Enterprise Company 39

H. Volos, K. Keeton, Y. Zhang, M. Chabbi, S. Lee, M. 
Lillibridge, Y. Patel, W. Zhang. “Memory-Oriented 
Distributed Computing at Rack Scale,” Proc. SoCC, 2018.
Open source code: 
https://github.com/HewlettPackard/{gull,meadowlark}

https://github.com/HewlettPackard/%7Bgull,meadowlark%7D


OpenFAM: programming model for fabric-attached memory
– FAM memory management

– Regions (coarse-grained) and data items within a 
region

– Data path operations
– Blocking and non-blocking get / put, scatter / gather: 

transfer memory between node local memory and 
FAM

– Direct access: enables load / store directly to FAM

– Atomics
– Fetching and non-fetching all-or-nothing operations 

on locations in memory
– Arithmetic and logical operations for various data 

types

– Memory ordering
– Fence (non-blocking) and quiet (blocking) 

operations to impose ordering on FAM requests

©Copyright 2019 Hewlett Packard Enterprise Company 40

K. Keeton, S. Singhal, M. Raymond, “The OpenFAM “The OpenFAM API: a programming model for 
disaggregated persistent memory,” Proc. OpenSHMEM 2018.

Draft of OpenFAM API spec available for review: https://github.com/OpenFAM/API
Email us at openfam@groups.ext.hpe.com

https://github.com/OpenFAM/API


Gen-Z emulator and support for Linux
Gen-Z hardware emulator 
– Decouples HW and SW development
– QEMU-based open source emulation
– Provides API behavioral accuracy, not HW register accuracy 
– QEMU VMs see Gen-Z bridge to interface with soft Gen-Z 

switch
– Enables software development in the VM

Gen-Z Linux kernel subsystem
– Provides interfaces to allow device drivers to communicate 

with fabric-attached devices
– Bridge driver connections to the fabric
– Emulating device that provides in-band Gen-Z management
– User-space Gen-Z manager for enumeration, address 

assignment, routing definition

©Copyright 2019 Hewlett Packard Enterprise Company 41Open source code at: https://github.com/linux-genz

VM #1

Linux w/
Emulated 

Gen-Z Device

Gen-Z Emulator

Doorbells

Mailboxes

VM #n

Linux w/
Emulated 

Gen-Z Device

Emulated
Gen-Z Switch

GPU LayerNetwork 
LayerBlock Layer

Gen-Z Library Kernel Subsystem

Video 
Drivers

Gen-Z 
eNIC Driver

Gen-Z Bridge 
Driver

Gen-Z Emulator Gen-Z and Gen-Z 
Device Hardware

Kernel

Hardware

Available now In progress

https://github.com/linux-genz


Memory-Driven Computing 
challenges for the NVMW community
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Persistent memory as storage?

–If persistent memory is the new storage…
it must safely remember persistent data.

–Persistent data should be stored:
– Reliably, in the face of failures
– Securely, in the face of exploits
– In a cost-effective manner

©Copyright 2019 Hewlett Packard Enterprise Company 43



Storing data reliably, securely and cost-effectively
The problem

– Potential concerns about using persistent memory to safely store persistent data:
– NVM failures may result in loss of persistent data
– Persistent data may be stolen

– Time to revisit traditional storage services
– Ex: replication, erasure codes, encryption, compression, deduplication, wear leveling, snapshots

– New challenges:
– Need to operate at memory speeds, not storage speeds
– Traditional solutions (e.g., encryption, compression) complicate direct access
– Space-efficient redundancy for NVM

©Copyright 2019 Hewlett Packard Enterprise Company 44



Storing data reliably, securely and cost-effectively
Potential solutions

– Software implementations can trade performance for reliability, security and cost-effectiveness
– But will diminish benefits from faster technologies

– Memory-side hardware acceleration
– Memory speeds may demand acceleration (e.g., DMA-style data movement, memset, encryption, compression)
– What functions are ripe for memory-side acceleration?

– Wear leveling for fabric-attached non-volatile memory
– Repeated NVM writes may exacerbate device wear issues
– What’s the right balance between hardware-assisted wear leveling and software techniques?

– Proactive data scrubbing
– Automatically detect and repair failure-induced data corruption

©Copyright 2019 Hewlett Packard Enterprise Company 45



Gracefully dealing with fabric-attached memory failures

– Challenge: fabric-attached memory brings new memory error models
– Ex: fabric errors may lead to load/store failures, which may be visible only after the originating instruction
– I/O-aware applications are written to tolerate storage failures
– Traditional memory-aware applications assume loads and stores will succeed

– Potential solution: fabric-attached memory diagnostics
– Provide reasonable reporting and handling of memory errors, so software can tolerate unreliable memory
– What is the equivalent of Self-Monitoring, Analysis and Reporting Technology (SMART)?

– Potential solution: architecture, fabric, and system software support for selective retries

©Copyright 2019 Hewlett Packard Enterprise Company 46



Memory + storage hierarchy technologies
LATENCY

SRAM 
(caches)

DDR
DRAM

DISKs

On-
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DRAM
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ms
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SSDs

TAPEs
s

DURABLE 
(weeks  months)

SCRATCH/
EPHEMERAL 
(seconds)

PERSISTENT
to failures
(hours  days)

ARCHIVE 
(years)

How to manage multi-tiered hierarchy, 
to ensure data is in “right” tier?



Designing for disaggregation

– Challenge: how to design data structures and algorithms for disaggregated architectures?
– Shared disaggregated memory provides ample capacity, but is less performant than node-local memory
– Concurrent accesses from multiple nodes may mean data cached in node’s local memory is stale

– Potential solution: “distance-avoiding” data structures
– Data structures that exploit local memory caching and minimize “far” accesses
– Borrow ideas from communication-avoiding and write-avoiding data structures and algorithms

– Potential solution: hardware support
– Ex: indirect addressing to avoid “far” accesses, notification primitives to support sharing
– What additional hardware primitives would be helpful?

©Copyright 2019 Hewlett Packard Enterprise Company 48



Wrapping up

– New technologies pave the way to Memory-Driven 
Computing
– Fast direct access to large shared pool of fabric-attached 

(non-volatile) memory

– Memory-Driven Computing
– Mix-and-match composability with independent resource 

evolution and scaling

– Combination of technologies enables us to rethink 
the programming model
– Simplify software stack
– Operate directly on memory-format persistent data
– Exploit disaggregation to improve load balancing, fault 

tolerance, and coordination

– Many opportunities for software innovation

– How would you use Memory-Driven Computing?

Questions?
kimberly.keeton@hpe.com
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Memory-Driven Computing 
publication highlights
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Recent publication highlights: topics

– Memory-Driven Computing

– Applications

– Persistent memory programming

– Operating systems

– Data management

– Architecture

– Accelerators

– Architecture

– Interconnects

– Keynotes
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Research publication highlights: memory-driven computing

– M. Aguilera, K. Keeton, S. Novakovic, S. Singhal. “Designing Far Memory Data Structures: Think Outside 
the Box,” Proc. Workshop on Hot Topics in Operating Systems (HotOS), 2019.

– H. Volos, K. Keeton, Y. Zhang, M. Chabbi, S. Lee, M. Lillibridge, Y. Patel, W. Zhang. “Software challenges 
for persistent fabric-attached memory,” Poster at Symposium on Operating Systems Design and 
Implementation (OSDI), 2018.

– H. Volos, K. Keeton, Y. Zhang, M. Chabbi, S. Lee, M. Lillibridge, Y. Patel, W. Zhang. “Memory-Oriented 
Distributed Computing at Rack Scale,” Poster abstract, Proc. Symposium on Cloud Computing (SoCC), 
2018.

– K. Keeton, S. Singhal, M. Raymond. “The OpenFAM API: a programming model for disaggregated 
persistent memory,” Proc. Fifth Workshop on OpenSHMEM and Related Technologies (OpenSHMEM 
2018), Springer-Verlag Lecture Notes in Computer Science series, Volume 11283, 2018.

– K. Bresniker, S. Singhal, and S. Williams. “Adapting to thrive in a new economy of memory abundance,” 
IEEE Computer, December 2015.

©Copyright 2019 Hewlett Packard Enterprise Company 52



Research publication highlights: applications

– M. Becker, M. Chabbi, S. Warnat-Herresthal, K. Klee, J. Schulte-Schrepping, P. Biernat, P. Guenther, K. 
Bassler, R. Craig, H. Schultze, S. Singhal, T. Ulas, J. L. Schultze. “Memory-driven computing accelerates 
genomic data processing,” preprint available from https://www.biorxiv.org/content/early/2019/01/13/519579

– M. Kim, J. Li, H. Volos, M. Marwah, A. Ulanov, K. Keeton, J. Tucek, L. Cherkasova, L. Xu, P. Fernando. 
“Sparkle: optimizing spark for large memory machines and analytics,” Poster abstract, Proc. Symposium 
on Cloud Computing (SoCC), 2017.

– F. Chen, M. Gonzalez, K. Viswanathan, H. Laffitte, J. Rivera, A. Mitchell, S. Singhal. “Billion node graph 
inference: iterative processing on The Machine,” Hewlett Packard Labs Technical Report HPE-2016-101, 
December 2016.

– K. Viswanathan, M. Kim, J. Li, M. Gonzalez. “A memory-driven computing approach to high-dimensional 
similarity search,” Hewlett Packard Labs Technical Report HPE-2016-45, May 2016.

– J. Li, C. Pu, Y. Chen, V. Talwar, and D. Milojicic. “Improving Preemptive Scheduling with Application-
Transparent Checkpointing in Shared Clusters,” Proc. Middleware, 2015. 

– S. Novakovic, K. Keeton, P. Faraboschi, R. Schreiber, E. Bugnion. “Using shared non-volatile memory in 
scale-out software,” Proc. ACM Workshop on Rack-scale Computing (WRSC), 2015.

©Copyright 2019 Hewlett Packard Enterprise Company 53

https://www.biorxiv.org/content/early/2019/01/13/519579


Research publication highlights: persistent memory 
programming
– T. Hsu, H. Brugner, I. Roy, K. Keeton, P. Eugster. “NVthreads: Practical Persistence for Multi-threaded 

Applications,” Proc. ACM EuroSys, 2017.
– S. Nalli, S. Haria, M. Swift, M. Hill, H. Volos, K. Keeton. ”An Analysis of Persistent Memory Use with WHISPER,” 

Proc. ACM Conf. on Architectural Support for Programming Languages and Operating Systems (ASPLOS), 
2017.

– D. Chakrabarti, H. Volos, I. Roy, and M. Swift. “How Should We Program Non-volatile Memory?”, tutorial at ACM 
Conf. on Programming Language Design and Implementation (PLDI), 2016.

– J. Izraelevitz, T. Kelly, A. Kolli. “Failure-atomic persistent memory updates via JUSTDO logging,” Proc. ACM 
ASPLOS, 2016.

– H. Volos, G,  Magalhaes, L, Cherkasova, J, Li. “Quartz: A lightweight performance emulator for persistent 
memory software,” Proc. ACM/USENIX/IFIP Conference on Middleware, 2015.

– F. Nawab, D. Chakrabarti, T. Kelly, C. Morrey III. “Procrastination beats prevention: Timely sufficient persistence 
for efficient crash resilience,” Proc. Conf. on Extending Database Technology (EDBT), 2015.

– M. Swift and H. Volos. “Programming and usage models for non-volatile memory,” Tutorial at ACM ASPLOS, 
2015.

– D. Chakrabarti, H. Boehm and K. Bhandari. “Atlas: Leveraging locks for non-volatile memory consistency,” Proc. 
ACM Conf. on Object-Oriented Programming, Systems, Languages & Applications (OOPSLA), 2014.

©Copyright 2019 Hewlett Packard Enterprise Company 54



Research publication highlights: operating systems

– K. M. Bresniker, P. Faraboschi, A. Mendelson, D. S. Milojicic, T. Roscoe, R. N. M. Watson. “Rack-Scale 
Capabilities: Fine-Grained Protection for Large-Scale Memories,” IEEE Computer 52(2):52-62, 2019.

– R. Achermann, C. Dalton, P. Faraboschi, M. Hoffman, D. Milojicic, G. Ndu, A. Richardson, T. Roscoe, A. 
Shaw, R. Watson. “Separating Translation from Protection in Address Spaces with Dynamic Remapping,” 
Proc. Workshop on Hot Topics in Operating Systems (HotOS), 2017.

– I. El Hajj, A. Merritt, G. Zellweger, D. Milojicic, W. Hwu, K. Schwan, T. Roscoe, R. Achermann, P. 
Faraboschi. “SpaceJMP: Programming with multiple virtual address spaces,” Proc. ACM Conf. on 
Architectural Support for Programming Languages and Operating Systems (ASPLOS), 2016.

– P. Laplante and D. Milojicic. "Rethinking operating systems for rebooted computing," Proc. IEEE 
International Conference on Rebooting Computing (ICRC), 2016.

– D. Milojicic, T. Roscoe. “Outlook on Operating Systems,” IEEE Computer, January 2016.
– P. Faraboschi, K. Keeton, T. Marsland, D. Milojicic. “Beyond processor-centric operating systems,” Proc. 

HotOS, 2015.
– S. Gerber, G. Zellweger, R. Achermann, K. Kourtis, and T. Roscoe, D. Milojicic. “Not your parents’ physical 

address space,” Proc. HotOS, 2015.

©Copyright 2019 Hewlett Packard Enterprise Company 55



Research publication highlights: data management

– G. O. Puglia, A. F. Zorzo, C. A. F. De Rose, T. Perez, D. S. Milojicic. “Non-Volatile Memory File Systems: A 
Survey,” IEEE Access, 7:25836-25871, 2019.

– A. Merritt, A. Gavrilovska, Y. Chen, D. Milojicic. “Concurrent Log-Structured Memory for Many-Core Key-
Value Stores,” PVLDB 11(4):458-471, 2017. 

– H. Kimura, A. Simitsis, K. Wilkinson, “Janus: Transactional processing of navigational and analytical graph 
queries on many-core servers,” Proc. CIDR, 2017.

– H. Kimura. “FOEDUS: OLTP engine for a thousand cores and NVRAM,” Proc. ACM SIGMOD, 2015.

– H. Volos, S. Nalli, S. Panneerselvam, V. Varadarajan, P. Saxena, M. Swift. "Aerie: Flexible file-system 
interfaces to storage-class memory," Proc. ACM EuroSys, 2014. 

©Copyright 2019 Hewlett Packard Enterprise Company 56



Research publication highlights: accelerators

– F. Cai, S. Kumar, T. Van Vaerenbergh, R. Liu, C. Li, S. Yu, Q. Xia, J.J. Yang, R. Beausoleil, W. Lu, and J.P. Strachan. 
“Harnessing Intrinsic Noise in Memristor Hopfield Neural Networks for Combinatorial Optimization,” arXiv:1903.11194, 2019.

– A. Ankit, I. El Hajj, S. Chalamalasetti, G. Ndu, M. Foltin, R. S. Williams, P. Faraboschi, W. Hwu, J. P. Strachan, K. Roy, D. 
Milojicic. “PUMA: A Programmable Ultra-efficient Memristor-based Accelerator for Machine Learning Inference,” Proc. ACM 
Conf. on Architectural Support for Programming Languages and Operating Systems (ASPLOS), 2019. 

– K. Bresniker, G. Campbell, P. Faraboschi, D. Milojicic, J. P. Strachan, and R. S. Williams, “Computing in Memory, Revisited,”
Proc. IEEE Intl. Conf. on Distributed Computing Systems (ICDCS), 2018.

– J. Ambrosi, A. Ankit, R. Antunes, S. Chalamalasetti, S. Chatterjee, I. El Hajj, G. Fachini, P. Faraboschi, M. Foltin, S. Huang, W. 
Hwu, G. Knuppe, S. Lakshminarasimha, D. Milojicic, M. Parthasarathy, F. Ribeiro, L. Rosa, K. Roy, P. Silveira, J. P. Strachan. 
“Hardware-Software Co-Design for an Analog-Digital Accelerator for Machine Learning,” Proc. Intl. Conference on Rebooting 
Computing (ICRC), 2018.

– C. E. Graves, W. Ma, X. Sheng, B. Buchanan, L. Zheng, S.T. Lam, X. Li, S. R. Chalamalasetti, L. Kiyama, M. Foltin, M. P. Hardy, 
J. P. Strachan. “Regular Expression Matching with Memristor TCAMs,” Proc. ICRC, 2018.

– P. Bruel, S. R. Chalamalasetti, C. I. Dalton, I. El Hajj, A. Goldman, C. Graves, W. W. Hwu, P. Laplante, D. S. Milojicic, G. Ndu, J. 
P. Strachan. “Generalize or Die: Operating Systems Support for Memristor-Based Accelerators,” Proc. ICRC, 2017.

– A. Shafiee, A. Nag, N. Muralimanohar, R. Balasubramonian, J. P. Strachan, M. Hu, R. S. Williams, V. Srikumar. “ISAAC: A 
Convolutional Neural Network Accelerator with In-Situ Analog Arithmetic in Crossbars,” Proc. Intl. Symp. on Computer 
Architecture (ISCA), 2016.

– N. Farooqui, I. Roy, Y. Chen, V. Talwar, and K. Schwan. “Accelerating Graph Applications on Integrated GPU Platforms via 
Instrumentation-Driven Optimization,” Proc. ACM Conf. on Computing Frontiers (CF’16), May 2016. 

©Copyright 2019 Hewlett Packard Enterprise Company 57



Research publication highlights: architecture

– L. Azriel, L. Humbel, R. Achermann, A. Richardson, M. Hoffmann, A. Mendelson, T. Roscoe, R. N. M. Watson, P. 
Faraboschi, D. S. Milojicic. “Memory-Side Protection With a Capability Enforcement Co-Processor,” ACM Trans. 
on Architecture and Code Optimization (TACO), 16(1):5:1-5:26, 2019.

– A. Deb, P. Faraboschi, A. Shafiee, N. Muralimanohar, R. Balasubramonian and R. Schreiber, "Enabling 
technologies for memory compression: Metadata, mapping, and prediction," Proc. IEEE 34th International 
Conference on Computer Design (ICCD), pp. 17-24, 2016.

– J. Zhan, I. Akgun, J. Zhao, A. Davis, P. Faraboschi, Y. Wang, Y. Xie. “A unified memory network architecture for 
in-memory computing in commodity servers,” IEEE Micro, 2016:29:1-29:14, 2016.

– J. Zhao, S. Li, J. Chang, J. L. Byrne, L. Ramirez, K. Lim, Y. Xie, and P. Faraboschi. “Buri: Scaling Big-Memory 
Computing with Hardware-Based Memory Expansion,” ACM Trans. on Architecture and Code Optimization,
Volume 12 Issue 3, Article 31, October 2015.

– N. L. Binkert, A. Davis, N. P. Jouppi, M. McLaren, N. Muralimanohar, R. Schreiber, J. H. Ahn. “Optical High Radix 
Switch Design,” IEEE Micro, 32(3):100-109, 2012.

– N. L. Binkert, A. Davis, N. P. Jouppi, M. McLaren, N. Muralimanohar, R. Schreiber, J. H. Ahn, “The role of optics 
in future high radix switch design,” Proc. Intl. Symp. on Computer Architecture (ISCA), 2011.

– J. H. Ahn, N. L. Binkert, A. Davis, M. McLaren, R. S. Schreiber. “HyperX: topology, routing, and packaging of 
efficient large-scale networks,” Proc. Supercomputing (SC), 2009.

©Copyright 2019 Hewlett Packard Enterprise Company 58



Research publication highlights: interconnects

– N. McDonald, A. Flores, A. Davis, M. Isaev, J. Kim and D. Gibson, "SuperSim: Extensible Flit-Level Simulation of 
Large-Scale Interconnection Networks," Proc. IEEE International Symposium on Performance Analysis of 
Systems and Software (ISPASS), 2018, pp. 87-98.

– D. Liang, X. Huang, G. Kurczveil, M. Fiorentino, R. G. Beausoleil. “Integrated finely tunable microring laser on 
silicon,” Nature Photonics 10(11):719, 2016.

– M. R. T. Tan, M. McLaren, N. P. Jouppi. “Optical interconnects for high-performance computing systems,” IEEE 
Micro, 33(1):14-21, 2013.

– D. Liang and J. E. Bowers. “Recent progress in lasers on silicon,” Nature Photonics 4(8):511, 2010. 
– J. Ahn, M. Fiorentino, R. G. Beausoleil, N. Binkert, A. Davis, D. Fattal, N. P. Jouppi, M. McLaren, C. M. Santori, 

R. S. Schreiber, S. M. Spillane, D. Vantrease, and Q. Xu. “Devices and architectures for photonic chip-scale 
integration,” Journal of Applied Physics A 95, 989 (2009).

– M. R. T. Tan, P. Rosenberg, J. S. Yeo, M. McLaren, S. Mathai, T. Morris, H. P. Kuo, J. Straznicky, N. P. Jouppi, S. 
Wang. “A High-Speed Optical Multidrop Bus for Computer Interconnections,” IEEE Micro, 29(4): 62-73, 2009.

– D. Vantrease, R. Schreiber, M. Monchiero, M. McLaren, N. P. Jouppi, M. Fiorentino, A. Davis, N. Binkert, R. G. 
Beausoleil, J. H. Ahn. “Corona: System implications of emerging nanophotonic technology,” Proc. Intl. Symp. On 
Computer Architecture (ISCA), 2008.

©Copyright 2019 Hewlett Packard Enterprise Company 59



Recent keynotes

– K. Keeton. “Memory-Driven Computing,” Keynotes at 2019 Non-Volatile Memories Workshop (March 
2019), 2017 Intl. Conf. on Massive Storage Systems and Technology (MSST) (May 2017), 2017 USENIX 
Conference on File and Storage Technologies (FAST) (February 2017).

– D. Milojicic. “Generalize or Die: Operating Systems Support for Memristor-based Accelerators”, IEEE 
COMPSAC, July 2018. 

– P. Faraboschi. “Computing in the Cambrian Era,” IEEE Intl. Conf. on Rebooting Computing (ICRC), 2018.

©Copyright 2019 Hewlett Packard Enterprise Company 60


	Memory-Driven Computing
	Need answers quickly and on bigger data
	What’s driving the data explosion?
	What’s driving the data explosion?
	What’s driving the data explosion?�
	More data sources and more data 
	The New Normal: system balance isn’t keeping up
	Traditional vs. Memory-Driven Computing architecture
	Outline
	Memory-Driven Computing enablers
	Memory + storage hierarchy technologies
	Non-volatile memory (NVM)
	Scalable optical interconnects
	Heterogeneous compute: accelerators
	Gen-Z: open systems interconnect standard�http://www.genzconsortium.org 
	Consortium with broad industry support
	Gen-Z enables composability and “right-sized” solutions
	Spectrum of sharing
	Initial experiences with �Memory-Driven Computing
	Fabric-attached memory (FAM) architecture
	HPE introduces the world’s largest single-memory computer�Prototype contains 160 terabytes of fabric-attached memory
	Applications
	Memory-Driven Computing benefits applications�
	Performance possible with Memory-Driven programming
	Large in-memory processing for Spark��
	Memory-Driven Monte Carlo (MC) simulations
	Experimental comparison: Memory-driven MC vs. traditional MC�
	Data management and programming models
	Memory-oriented distributed computing
	Managing fabric-attached memory allocations
	Region allocator�Librarian and Librarian File System
	Data item allocator�Non-volatile Memory Manager (NVMM)
	Concurrently accessing shared data
	Concurrent lock-free data structures�
	Case study: FAM-aware key value store�
	Key value store comparison alternatives�
	Key value store comparison alternatives�
	Improved load balancing
	Improved fault tolerance
	OpenFAM: programming model for fabric-attached memory
	Gen-Z emulator and support for Linux
	Memory-Driven Computing challenges for the NVMW community
	Persistent memory as storage?
	Storing data reliably, securely and cost-effectively
	Storing data reliably, securely and cost-effectively
	Gracefully dealing with fabric-attached memory failures
	Memory + storage hierarchy technologies
	Designing for disaggregation
	Wrapping up
	Memory-Driven Computing publication highlights
	Recent publication highlights: topics
	Research publication highlights: memory-driven computing
	Research publication highlights: applications
	Research publication highlights: persistent memory programming
	Research publication highlights: operating systems
	Research publication highlights: data management
	Research publication highlights: accelerators
	Research publication highlights: architecture
	Research publication highlights: interconnects
	Recent keynotes

